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Instructions

• Deadline: April 19, 2013 before 5:00 pm.

• You must answer the questions by yourself, but you may discusss the results of
experiments with other students. We recommend you to submit questions to
our Piazza forum where you can get help from both instructors and students.

• Send an assignment report, along with all of your source code, to the TA
ONLY. The email address is xiang.zhang@nyu.edu. Please make everything
in one tar ball or zip file, naming it as: LASTNAME FIRSTNAME.tar.gz

• Wirte all your answers to the questions below to the report, in pdf format.
Please do not include any doc, docx, odt, html or plain texts. If you hate
writing maths in computers, we can accept hand-written reports submitted
before the deadline. You still have to send all the source code to the TA if you
choose to submit a hand-written report.

• Do not include any dataset in your submission.

• We accept late submissions, but there will be some penalty on your score.

1. (5 points) (Sparsity) Deep learning is a new area of machine learning concerned with learning
features and learning representations, often from unlabeled data. Many methods rely on a
sparsity prior on the feature space. In this assignment we investigate one particular algorithm
to learn and extract sparse representations of data.

In sparse coding and sparse modeling, the n-diensional input x is assumed to be linearly
reconstructable by computing the product of a sparse m-dimensional vector z with an n ×m
dictionary matrix W , whose columns are sometimes called basis functions, basis vectors, or
atoms. The sparse code z for a given input vector x is often obtained by minimizing the energy
function:

E(W,x, z) = ‖x−Wz‖22 + λ‖z‖1,
where λ is a constant, and ‖z‖1 =

∑m
i=1 |zi|.

(a) (2 points) The sparse prior is often used when the representation is overcomplete, that
is, the dimension of the feature vector is larger than the dimension of the input. The
representation of an input is not a unique combination of basis vectors. Then, what is the
role of the sparsity criterion? (It is OK to explain conceptually)
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(b) (3 points) The ideal criterion for sparsity would be the ‘l0’ norm of z, which is simply the
number of non-zero elements in z:

‖z‖0 =
∑
i

{
1 if zi 6= 0,
0 if zi = 0.

However, in practice people use the l1 norm instead. Explain why?

2. (30 points) (Inference in sparse coding) This part concerns inference, meaning the computation
of the optimal z given an x. As stated above, for a given x, one obtains the optimal z that
repesents x by minimizing the following energy function:

E(W,x, z) = ‖x−Wz‖22 + λ‖z‖1,

in which W is a n-by-m matrix whose columns consist of basis vectors for input x, and z is
the output (learnt features). A common algorithm to solve this optimization problem is the
FISTA algorithm (fast iterative shrinkage-thresholding)[1]. For sparse coding, the algorithm is
as follows:

FISTA(x,W,L)

1 Initialize z0, y1 = z0, t1 = 1
2 for k = 1 to K (or convergence test)
3 zk = Tλ/L (yk −∇ykE(W,x, yk)/L)

4 tk+1 =
(

1 +
√

1 + 4t2k

)
/2

5 yk+1 = zk + ((tk − 1)/(tk+1)) (zk − zk−1)

(a) (2 points) Write down the expression of ∇ykE(W,x, yk).

(b) (3 points) In the algoithm, L is the best (smallest) Lipschitz constant of the gradient of
E(W,x, z) when λ = 0 (that is, the part without the l1 regularizer). What is the value of
L, if W is known?

(c) (5 points) The shrinkage operator Tα(z) is defined by

Tα(z)i = (|zi| − α)+sign(zi),

where (·)+ = max{0, ·}. Can you explain why it is defined in this way?

(d) (10 points) In practice the Lipschitz constant is too expensive to compute. Writing
pL(yk) = Tλ/L (yk −∇ykE(W,x, yk)/L), a constant L̄ is a good approximation to L if
E(W,x, pL̄(yk)) ≤ QL̄(pL̄(yk), yk), where

QL(z, y) = ‖x−Wy‖22 + (z − y)T∇y(‖x−Wy‖22) +
L

2
‖z − y‖22 + λ‖z‖1.

Can you come up with a line-search backtracking algorithm that verifies the above con-
straint at each step, as a replacement for the constant L? Implement FISTA with your
line-search algorithm. You can look at optim.fista in the torch package if you are stuck
(Usually, you can find the source in ~/.torch/torch-pkg/optim/fista.lua).
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(e) (10 points) Another way to replace the requirement of L is using a spectral approximation.
The idea is that the iteration vk = Avk−1/‖vk−1‖2 will makes ‖vk‖2 move towards the
largest eigenvalue of the matrix A, given that v0 6= 0. However, to ensure that the
algorithm converges in its initial steps, it is important to initialize the first Lipschitz L0

using a line search algorithm. Then, at each step we can change the Lipschitz constant
using the formula

Lk = (1− β)L̂k + βLk

in which L̂k is the Lipschitz constant computed from a step of the spectral approximation,
and 0 ≤ β ≤ 1. Implement this, and report whether it works.

3. (30 points) (Deep learning using sparse coding) Now that you have a working FISTA algorithm
to infer z, we need a procedure to learn the matrix W . This is the second part the assignment:
dictionary learning.

(a) (3 points) Given x and z, write down the representation of a matrix ∇WE(W,x, z) in
which

(∇WE(W,x, z))i,j =
∂E(W,x, z)

∂Wi,j
.

(b) (2 points) If we knew in advance the best true sparse representation z for each input x,
would there be a way to compute W directly? What would that be?

(c) (10 points) Unfortunately, we do not know the best true sparse representation z. But
what we do know is how to infer z if W is known. This suggests an alternating direction
algorithm:

Sparse-Coding(X = {x1, x2, . . . , xm})
1 Initialize W0 in random
2 for k = 1 to K (or convergence test)
3 Get an input xk ∈ X
4 zk = FISTA(xk,Wk−1)
5 Wk = Wk−1 − ηk · ∇Wk−1

E(Wk−1, x, z)
6 Normalize the columns of Wk to norm 1.

Implement this.

(d) (10 points) Apply your algorithm to the MNIST dataset (the dataset and its reader pro-
gram will be provided as a part of the assignment). Use 256 dictionary vectors. Visualize
these dictionary vectors by proper normalization and submit it as a part of your assign-
ment. The function image.display of the image package may be helpful, for example, vi-
sualizing 256 patches into a 16x16 grid you can call image.display(image=data, nrow=16).
The following graph is an example result from the slides; yours should look similar.
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(e) (5 points) There is another way to update the sparse coding dictionary, that is, replace
the Wk update in part c by a per-sample direct solution you had in part b. Will this work?
Why or why not? Modify your algorithm to give it a try.

4. (35 points) (Predictive sparse decomposition and autoencoders) The problem of the above
procedure is that the inference is slow since it requires an iterative algorithm. The Predictive
Sparse Decomposition method (PSD) [3] is a simple way to train a simple predictor to compute
an approximation to the sparse code. The energy function of a PSD model looks like this:

E(W,x, z) = ‖x−Wz‖22 + λ‖z‖1 + α‖z − F (V, x)‖22.

The hope is that, once the system is trained, the value of z can be inferred directly through z =
F (V, x), instead of running a tedious optimization procedure. In this part we will experiment
with training a non-negative PSD autoencoder using rectified linear units.

(a) (5 points) Write down the pseudo-code for training the above architecture. You may
utilize the functions in the previous questions.

(b) (10 points) The dataset used for this part is the ImageNet Large Scale Visual Recognition
Challenge 2011 (ILSVRC2011). To reduce its size, the images were preprocessed into
JPEGs that can fit in a 256x256 bounding box, at the courtesy of Clément Farabet. It
contains 1,281,167 training image whose maximum dimension (height or width) is 256;
and 50,000 validating images of the same configuration. Details for acquiring this dataset
(about 17GB) will be listed on the course website. In this homework you will only use the
training image set. After you have obtained the dataset, write a dataset reader that can
load an image, transform it into YUV color space, and crop it into patches of size 11x11.
As a reference to you, here is how I implemented this part:

(i) Create a file that contains a listing of all the filenames of the images.

(ii) Write a class in Torch that loads this listing file and randomizes the order of the
images.

(iii) Overload the __index function (as the [] operator) in the metatable of this class,
so that when passed in an index the program will read the image according to its
filename, and return the image in YUV color space.
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(iv) Write a separate function that cuts the image into 11x11 patches.

As you may notice, the dataset reader implemented in the above way does not read the
entire dataset into the memory. This is crucial for processing such a large dataset.

(c) (10 points) Now that you have a dataset reader, it is time to start the experiments. In
this part we will use a predictive sparse coding structure with the following encoder:

F (V, x) = log(1 + exp(V x)).

in which the function log(1 + ·) is applied to each component of its vector argument. This
is a smooth version of the rectified linear unit[2][4]. You are encouraged to modify your
sparse-coding algorithm implemented in the previous question for an alternating procedure
in training W and V , but it is also okay if you want to use the tools available in the unsup

package. You may need to add bias to the matrix-vector multiplications to achieve good
results. Choose 256 dictionary entries, and visualize the encoder and decoder dictionary
for each color channel after a good convergence is achieved. You do not need to go over
the entire training dataset. Submit this visualization.

(d) (10 points) Another choice of the encoder is the following rectified linear unit:

F (V, x) = max(0, V x).

Will this encoder work well? Why or why not? Plug it into your previous experiments to
give it a try.
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